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Stylometric Analysis of Open-Source Literature 
 

Topic: 

In this project, we are interested in training a machine learning algorithm that matches a 

given input text with a well-known author whose writing style it most resembles. We chose 

13 prominent authors in the world of English literature and learned their writing patterns 

using stylometry, the study of linguistic style. Stylometry’s applications range from 

identifying an author of an anonymous text to detecting plagiarism in papers. 

Data: 

We used 61 raw text files from 13 different authors found the public domain Gutenberg 

Project (http://www.gutenberg.org/). We specifically downloaded the text files from this 

dataset (https://web.eecs.umich.edu/~lahiri/gutenberg_dataset.html)1. We then wrote 

code using Python’s Natural Language Toolkit (nltk) library that processed these text files 

for stylistic attributes. To standardize these attributes, we normalized the values under 

1000 tokens (instances of words) in the case of searching for the frequency of a specific 

word or punctuation. In total, we searched for 18 stylistic attributes: total length of text, 

mean word length, mean sentence length, standard deviation of sentence lengths, weighted 

number of commas, semicolons, quotations marks, and exclamation marks per 1000 tokens, 

and weighted number of and, but, however, if, that, more, must might, this, and very’s per 

1000 tokens. We derived these features from Hanlein’s research on individual style 

features.2  

Methods: 

Since our data set was small, we decided to use the entire set to train, and then measure the 

accuracy of our algorithms by using 10-fold cross-validation on all algorithms. We used 3 

machine learning algorithms: k-nearest neighbors, decision trees, and naive bayes. We 

varied the features of our k-nn algorithm, and we used the AdaBoost ensemble method in 

our decision tree learning.  
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Results:  

Our most accurate result of 91.8% CV accuracy was returned when using the K-Nearest 

Neighbor algorithm with a K of 1 using a Euclidean distance measure with a weight of 

1/distance (Figure 1). We believe that our data was more accurate when using a K of 1 

because the dataset was small. When limiting the K, it was likely that one author’s text was 

similar to another author’s text. However, increasing the K would likely grab a neighbor text 

from a different author, therefore decreasing the accuracy.  

Figure 1: K-NN Chart 

 

We also used decision trees which produced an 10-fold CV accuracy of 49%. We believe that 

this accuracy was much lower because of the variability among style in an author’s body of 

work; it was likely that two texts would be similar, but not the entire body. To increase the 

decision tree’s accuracy, we used the ensemble method AdaBoost (Figure 2). As we 

increased the iterations, the 10-fold CV accuracy also increased. However, this increase 

never matched the accuracy of the KNN algorithm.  

 



 
                                        Figure 2: Decision Tree with AdaBoost Chart 
 
Finally, we determined the most important attributes in determining authorship.  
 

 
Figure 3: Correlation Coefficients of Attributes 
 
 
 



 
Conclusion:  

From our analysis, we conclude that the standard deviation of sentence length in an 
author’s text is the most important feature in determining authorship and that K-NN was 
the most accurate algorithm in predicting authorship. We also note that author styles are 
variable, which results in higher values of K being less likely to accurate authorship. 
However, in most cases, at least one text from an author is similar to another’s.  
 
Some challenges we considered was the homogeneity of the dataset: the majority of the 
authors considered were white men. Additionally, since the texts were in the public domain, 
every text selected was written before 1923, meaning that these attributes may not be 
relevant for modern day texts.  
 
A future direction to explore is allowing users to input their own text and to see whose 
writing style their writing most resembled.  
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